M3

Storage Layout: Row vs Columnar

A storage layout specifies how a table's bytes are stored on
disk.



Same logical table, two physical storage layouts

storW

4 \
Listens (logical table)
what your query sees
user_id song_id rating listen_time

42 100 5 10:32

7 200 4 10:35

13 100 3 10:40

42 300 5 10:42
L 7 100 ? 10:45 )

\

N s d as columns
\
\

Row-Oriented File - disk
each page packs whole rows together

Page 1
[ 42 - 100 - 5 - 10:32 ]
[ 7 - 200 - 4 - 10:35 ]
[ 13 - 100 - 3 - 10:40 ]
Page 2
[ 42 - 300 - 5 - 10:42 ]
[ 7 - 100 - 5 - 10:45 ]

“~._ Columnar Files - disk

S~
-
-y

] . ~ cEEEEE——
user_id song_id rating
42 100 5
7 200 4
13 100 3
42 300 5
7 100 5
AVG reads

only this

listen_time

10:32
10:35
10:40
10:42
10:45
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Case Study 3.1: BigQuery, From
Web Crawl to Petabyte Analytics

BigQuery scales to trillions of rows by storing data in a
columnar format and decoupling storage from compute.



Read 4-byte ratings, skip 5 MB songs

Root: AVG(rating) per genre
results bubble up the tree

worker worker worker worker worker x thousands,
on demand
artwork rating genre song
1MB 4 bytes 4 bytes 5 MB
skip read read skip

Per row example



Same logical table, two physical storage layouts

storW
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Listens (logical table)
what your query sees
user_id song_id rating listen_time

42 100 5 10:32

7 200 4 10:35

13 100 3 10:40

42 300 5 10:42
L 7 100 ? 10:45 )
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N s d as columns
\
\

Row-Oriented File - disk
each page packs whole rows together

Page 1
[ 42 - 100 - 5 - 10:32 ]
[ 7 - 200 - 4 - 10:35 ]
[ 13 - 100 - 3 - 10:40 ]
Page 2
[ 42 - 300 - 5 - 10:42 ]
[ 7 - 100 - 5 - 10:45 ]

“~._ Columnar Files - disk

S~
-
-y
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user_id song_id rating
42 100 5
7 200 4
13 100 3
42 300 5
7 100 5
AVG reads

only this

listen_time

10:32
10:35
10:40
10:42
10:45



Slotted Page (Row-Oriented Layout)

on disk
page header (metadata)
Row A [42, 7, 100, 5, 10:32] data {
Row B [7, 13, 200, 4, 10:35,
'longer comment field..']
Row C [13, 42, 300, 3, 10:40]
free space

'

slot array (each slot = offset + length, fixed size)

SO - Row A S1 - Row B S2 -» Row C + next — slots 1



Pure columnar versus Parquet

Pure columnar
one file per column

user_id.col
song_id.col
rating.col

listen_time.col

one row = a seek per column

1,000 columns
= 1,000 files

listens.parquet - one file on disk
nesting: row group » column chunk » ~1 MB page

Row Group 1 - ~128 MB (~1 million rows)

one chunk per column

user_id song_id listen_time
42 - 7 13 100 - 200 - 100 5-4 -3 10:32 - 10:35
dictionary dictionary run-length delta

Inside a column chunk: ~1 MB Parquet pages

page - ~1 MB page - ~1 MB ~1 MB Parquet page

# 64 MB DbFile page

Row Group 2 - ~128 MB ‘- the file is a sequence of row-groups

Footer - schema + per-row-group min/max stats
WHERE listen_time > T reads the footer first, then
skips whole row-groups that cannot match.

The trade

Pay: compression resets at each row-group boundary, a sliver.
Gain: a row stays local - 1 file, not 1,000 files - the row-group is the unit of work for writes and parallel scans.
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Hybrid Storage: One Table, Two
Layouts

Hybrid storage keeps row-oriented and column-oriented
layouts in the same table.



One table, two layouts, picked by data age

newest - hot (writes) oldest - cold (scans‘
CEEEE————
Recent partitions Aged partitions
( N\ (" N

row-shaped part
row-shaped part backgrounld columnar segment columnar segment
row-shaped part merge

when activity slows L J L J

Inserts: ~1M/sec .
_ _ Scans: ~100 ms - ~10:1 compression
whole row written in one place ]
- one column read, the rest skipped

row ~10:1

Unified query engine: one SQL surface reads both layouts and merges the result
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Hash Partitioning: Divide and
Conquer

Hash partitioning splits a too-big-for-RAM table into N
partitions by hashing a key.



Hash Partitioning: split a too-big-for-RAM file into B partitions

DISK - input DISK - final partitions
RAM
Pl 42.100, 7-200 Buffers after P3 -
o BO il 42100 (4)12-300
13:100, 42-300  EEEE— ’
> 42-100, 42-300 42-400, 99-500
42-900, ...
P3  7.100, 13200
Input buffer - one page P1
P4 42.400, 99-500 read B1 flush 2.900. 7-100
—p P3 7-100, 13-200 —» h(user_id) % 3 ——P» —> ’
7-200, 7-100 88-600, 7-700
PS5  88.600, 7700
P6  13.800, 42-900 P2
B2 flush
> 13-100, 13-200
13-100, 13-200 13-800, ...

+ thousands more pages

Hash the key; k the whol w
(won't fit in RAM) ash the key; keep the whole ro
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BigSort: Sorting TBs of Data with
GBs of RAM

BigSort (or external merge-sort) sorts a table larger than

RAM by reading RAM-sized chunks, sorting each chunk in

memory, writing each sorted chunk to disk, then merging
the sorted chunks.



External Merge Sort: 4 Pages of RAM at a Time

(" PHASE 1-SORTRUNS )

4 ) (

- . [ RAM - 4 pages

. . read 4 write run
B B — —

. . quicksort in place
. J

- J .

Disk - unsorted file Disk - sorted runs (each a gradient)

( PHASE 2 - MERGE )

4 ) 4
RAM - merge buffers

r¢ad each head write

— —

in buffers out - emit smallest
. J

Disk - sorted runs Disk - one fully sorted run



BigSort: move every page yourself

Input: Listens
2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 58

-195.244173 ..265165.. 86 .... 44 1M -.112 ... 57 14 264..127 96 37 14 103.245..218. 22 ..148. 29 219 48 .-...158 223.229122
.165 241 62 63 .141 173 .249.. 52 239229128. 52 220130..195...239 73 ... 79 ... 52 135 158 95 67 170 68 113 .... 65 .254. 30 46 .159 63 12
213 141 81 14 88 .173.158 138245145.242213 187 159 217..217 217.114.. 67 162 ... 40 225...257.. 10 ....112 o1||72 . 3 (|12 .. 21 134258.174
68 95 80 65 .120 3 183.226132247194 118 ..- 5 ..181. 58 239..107 53|| 9 181....227 57 205200..238 74 M4 ..229. 56 167 210.223.138 5 241 8
15 264.259 122.164. 86 41 86 143.254. m .-.220 126 257.192 78 .115 105. 50 69 192 96 88 207......166 183.142.164 126.204.. 77 105 123..
.253- 73 .229.202 177 ... 221 15 216. 31 13 105 250 84 4 249.. 94 166236147. 7 .140 98 70 124...-206.253.. 43 38 116. 75 .261 236.140.129
200 13 . 93 . 32)|87 207... 44 . 54 114 196.....259- 152 (13 || 26 /190 235 140.. 52210 ... 31 -130 255 85 221 54 123 154 236. 72 ..135 238 103 224 224.139

Split and Sort

1

1

2 3 4

80 200 .
81 213 .
93 241 .
95 244 .
141 253 -
165 259 .

195 264 .

Merge Pass 1

1

2 3 4

5280 |93 1122
54 81 95 128
62 86 111 132 164 183 207 229 249 . . . ...
63 86 114 138
65 86 115 141
68 87 118 141
73 88 120 143

b

Merge Pass 2

1
3
3

IS

© o o o

small rank

2 3 4
10 14 30
1214 3
12|15 || 31
132132
13|22/ 37
13 26 38
1429 40

5
a1
43
44
44
46
48
50

1 2 3 4 1 2 3 4 1 2 3 4

3 141 207 . 41 143 247 . 52 187 239 .
32 164 229 . 44 145 249 . 54 194 242 .
63 173 265 . 86 158 . . 111 196 254 .
87 173 .. 86 165 .. 114 213 ..
88 173 . . 86 177 - . 115 216 . .
120 183 .. 132 226 . . 118 221 . .
122 202.. 138 245.. 128 229..

6 7 8 9 10 11 12 13 14 15 16

1
145 173 200 226 245 265 . . . . . 431
158 177 202 229247...-.. 5 37
9 40
165 187 213 239 253...... 13 44
mmmmm..-..- 1350
mmmmm.....- 1452
173 196 221 244 264.-.-.. 2652

53
57
58
67
69
7

73

1 2 3 4

5 130..
13 159..
3 217..
a4 220..
52 220..
105250..
m ...

1 2 3 4

4 181 257 .
58 192 259 .
84 195 . .
112 217 . .
114 217 . .
126 239 . .
152 249 . .

2 3 4

78 190 .
94 235.
105 236.
107 239.
15, 264.
162 ..
166 ..

4 56 6 7 8 9 10 1 12 13 14 15 16

7

©

7/

©

107 130 181 217 239..-....
111 140 181 217 249...-...

84 112 147190220250.......
94 114 152 192220257-......
96 115 159 192235259.......
105 126 162 195 236264.......
105 127 166 217239........

1
9
37
40
50
52
69
71

48
52
54
56
57
65
67

2 3 4 1 2 3 4 1 2 3 4

79 -. 14 103 245. 10 200..
96 .. 52 124.. 31 205..
127-. 57 140-. 67 218..
140 .. 70 207.. 95 255-.
147 .. 88 210 .. 130 257..
181 -. 96 225.. 135...
102 Bl BB EEE

3 4 5 6 7 8 9 10 1M 12 13 14 15 16

68 91 114 140 170 218 238....-..
70 95 116 142 183 219 245.......
72 96 123 148 200 221 253-.....-
72 98 124 154 205225255-......
74 103 126 158 206 227 257...-...
85 112 130164207229........
88 113 135166210236........

1
22
54
68
74
85
113
14

2 3 4 1 2 3 4

123 238 . 29 72 164 .
148 253 . 38|91 219 .
166 . . 43112 229 .
170 . . 48116 236 .
183 . . 56 126 . .
206 . . 65 142 . .
221 . . 72 154 . .

2 3 4 5 6 7 8 9

1
3 46 123 158 224 254...
5 63 129 159 224 258...
8 75 134 167 228 261 . ..
1277 135 174 229....
12 103 138 204 236..-.
21 105 139 210 238....
122 140 223 241 . . ..

g

o

6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31 32 33 34 35 36 37 38 39 40 41 42 43 44 45 46 47 48 49 50 51 52 53 54 55 56 57 58

52 56 65 70 75 85 91 98 111 114 122 128 135 141 152 162 167 181 192 202 210 218 224 229 238 242 250 257 265........................
52 57 65 71 77 86 93 103 111 115 123 129 138 141 154 164 170 181 194 204 213 219 224 229 238 244 253 258.....-..-...............
52 57 67 72 78 86 94 103 112 115 123 130 138 142 158 164 173 183 195 205 213 220 225 229 239 245 253 259.....-..-....--.........
52 58 67 72 79 86 95 105 112 116 124 130 139 143 158 165 173 183 195 206 216 220 226 235 239 245 254 259..............-.........
53 62 68 73 80 87 95 105 113 118 126 132 140 145 158 165 173 187 196 207 217 221 227 236 239 247 254 261 ...............-.-......
54 63 68 73 81 88 96 105 114 120 126 134 140 147 159 166 174 190 200 207 217 221 228 236 241 249 255 264...----.................
54163 69 74 84 88 96 107 114 122 127 135 140 148 159 166 177 192 200 210 217 223 229 236 241 249 257 264...--...................

W |arge rank

17 2 3 4

3 210..
12 228..
30 238..
75 254-.
135 261 -.
167 271 843 I
204...

10

1 2 3 4

123 224 .
21 134 224 .
46 138 236 .
63 140 241 .
77 158 258 .
103 159 . .
105 223 . .

N o

122
129
139
174
229

-



The official CS145 |10 equations

CS 145 Equations — v1.3 (Updated 9/1/25)

Many CS algorithms assume data fits in RAM, and focus on a CPUcost model (e.g., O(nlogn) for Sorting). “Big” data does not fit in RAM.
Our Goal: Model IOCosts for working with data in (slow) SSD/HDDs and RAM (versus fast CPUs)

[1] Basic I0 Cost model for RAM, SSD, HDD
Assume: 1 (disk) Block = 1 (RAM) Page.

-uumi\t.Bs‘l

1. numPages = ”pliyﬂsizﬁ

2. ReadCost per page (C,) = 110.
WriteCost per page (Cy): k I0s

(1 < k < 10 - Based on hardware! Default: k= 1)
. : ecYe (e i pageSize
3. Time per 1O (secs): accessLatency + SeanSpeed

Example

E.g., pageSize = 64 MBs, numMBs = 630 MBs
SSD: accessTime = 10 us, scanSpeed = 5 GBps

oes — [B30MBY _
o numPages = [EREE] = 10
BAMB
SCE. Secs

e (', =110 = 10us +

e Time to read 10 pages = 10 % C,

e Time to read 100 pages on 20 machines = 5,

\

[2] HP and BigSort ‘R’ on column X

For table ‘R’, T(R) = # of rows in R. P(R) = # of
pages in R. Buffer (B) = # of RAM pages.

1. HashPartition(R?): IOCost= (C,+C\,)*=P(R)

2. BigSort(R): Let N = P(R). I0Cost =
(Cy + Cy) = N« (1+ [logn %})
— Special case for BigSort(R) (C),Cyy = 1): =—

e (Small data) N < 2B? 10cost = 2N

o If 2B < N < 2B?? 4N; If 2B? < N < 2837
6N

Example - C,,C,, =1
e P(R) = 1000, B = 100
e HP(R) = 2 % 1000 = 2000 10s

o BigSort(R) = 2x1000+(1+[10g; g0 fons ) = 4000
10s

[3] Basic JOIN(R, S) on column X

Let OUT be the number of output pages for a JOIN
depends on number of matching tuples and row size

of JOIN result).

1.

BNLI(R, S):
Crox (P(R) + P(8) « [Z42]) + €y x OUT
(Pick BNLJ(S, R), if cheaper — see Box|6]))

Example - C,.,Cy, = 1

P(R) = 1000, P(S) = 2000, B = 100
BNLJ(R,S) = 1000 + 2000 = [20]  oUT
BNLJ(S, R) = 2000 + 1000 + [ 2907 4 oU'T

[4] HPJ(R, S) on column X

1.

HPJ(R, S): HP(R) + HP(S) + PJ(R,S) +
C +OUT

CHP(R) = (C,+ )+ P(R) // Ditto for HP(S)
_PJ(R,S) =

o (“Ideal’-case) C, = (P(R) + P(5))
e Skew? Try different hash.
e Many duplicates? Try different algo!

. HPJ(R, R). Le., a self-join

HPJ(R,R) = HP(R) + Cy % P(R) + Cy % OUT

Special case — C., €, = 1

HPJ(R,S) = 3(P(R) + P(8)) + OUT

Example - C,.,Cy, = 1

P(R) = 1000, P(S) = 2000, B = 100
HPJ(R,S) = 3% (1000 + 2000) + OUT
HPJ(R,R) = 3+1000 + OUT

[5] SMJ(R, S) with JOIN on column X
1. SMJ(R,S): BigSort(R) + BigSort(S) + Merge-
Join(R, S) + C\, » OUT
2. MergeJoin(R, S) with JOIN on column X:
(a) (Best-case: No Backup) C,#(P(R)+P(S))
(b) (Worst-case: All Backup) C', = P(R)* P(S)
3. SMJ(R, R). Le., a self-join
(a) (Best-case: No Backup) BigSort(R) +
C.x P(R) + C, «»OUT
(b) (Worst-case: All Backup) BigSort(R) +
Cr+ P(R) * P(R) + Cy, »OUT
4. If R is pre-sorted, BigSort(R) = 0. (Same as S.)

Example — Cp = Oy = 1

P(R) = 1000, P(S) = 2000, B = 100

SMI(R, §) = 4000+4800043000 + OUT 10s

1000

= BigSert(R) = 2 = 1000 * (1 + [legygo gy1py |) = 4000
- BigSort(S) = 2 » 2000 = (1 + [tog) 00 22007) = 8000
~ Mergedoin(R, S) = 3000 10z, no backup

— Mergedoin(R, $) = 1000*2000 IOs, full backup

[6] Indexing: Hash Index and B+ Trees

e n: Number of data rows ; N: Number of data pages
o d: Data row size, k: Key size, p: Pointer size
e M: Page size, h: index height

Data Pages: N = [%r‘
Index Fanout: = %J

Hash Index (Unsorted): P(index)
Hash Index (Sorted): P(indez)

o
—
— 2
=
-

B+ Tree Height (Unsorted): h A lt)gf(nﬂ
B+ Tree Height (Sorted): h = lug‘,‘(Nﬂ
Query I0s: (index IO + data 10) ~h+1

Example Values

AMB, k = 8 bytes, p = & bytes, n = 1012, & = 1024 bytes
542102421024 | 4 194, 304

12

o Bt Trce height (unsorted): [log1gasna (109)] = 2
® B Tree height (sorted): [logq194304(15258790)] = 2
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Block Nested Loop Join: The
Simple Double Loop

Block nested loop join loads a block of the outer table into
RAM, scans the inner table once per block, and applies the

join predicate to candidate row pairs.



Block Nested Loop Join: hold R in RAM, stream S one page at a time

P1

P1

P2

P3

P4

DISK - inputs

R -1 page

4 rows

S - 4 pages
42-100, 7-200
13:100, 42-300
7-100, 13-200

42-400, 99-500

RAM

R - one page stays in RAM

load once = Mickev. 13- M
-Mickey, 13-Minnie,
> P1 42-Pluto, 99-Daffy
Compare
L P
each S row
> with every R row
S input buffer - one page
stream P pag
one page at a time

P1 42-100, 7-200 S

Replace the S page; keep the R block

emit matches

>

Join output

user_id - name - song_id

42 - Pluto - 100
7 - Mickey - 200
13 - Minnie - 100
42 - Pluto - 300
7 - Mickey - 100
13 - Minnie - 200
42 - Pluto - 400
99 - Daffy - 500

8 rows across all 4 S pages
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Hash Partition Join

Hash partition join joins two tables that do not fit in RAM.



Hash Partition Join: R X S on user_id

Phase 1 - read from disk, hash into partitions on disk
R (Users) - disk

A A — < — —
user_id name R, - disk (h = 0) R, - disk (h = 1) R, - disk (h = 2)

7 Mickey = h(user_id)

13 Minnie ——P» L 7 - Mickey 13 - Minnie

42  Pluto 99 - Daffy

99 Daffy

S (Listens) - disk

. ) T T T —
user_id song_id S, - disk (h — 0) S, - disk (h — 1) S, - disk (h — 2)

42 100

7 200 . 42 - 100 7 - 200 13 - 100

13 100 h(user_id) 42 - 300 7 - 100 13 - 200

2 300 —fsamet P 42 - 400

7 100 99 - 500

13 200

42 400

99 500

Phase 2 - load each partition pair into RAM and join there

R, XS, -in RAM R, XS, -in RAM R, X S, - in RAM
build hash on R, probe with S build hash on R, probe with S, build hash on R,, probe with S,
- 4 output rows - 2 output rows - 2 output rows

user_id 42 — 3 matches - user_id 99 — 1 match user_id 7 — 2 matches user_id 13 = 2 matches
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Sort-Merge Join: When Order
Matters

Sort-merge join sorts both tables on the join key, then scans
them in lockstep and emits matching rows for equal keys.



Sort-Merge Join: walk both sorted tables in one pass

R sorted on user _id - disk S sorted on user _id - disk
G G
user_id name user_id song_id
0 matCh ] 4 7 100 <A
i » 7 Mickey ~==================-=-=-=t-- ]
7 200 Two-pointer merge
— in RAM
match 13 100
13 UEGEE e s s e e e advance the smaller
13 200 e o pointer, emit on
42 100 ] equal keys
match
42 PlUto ==-m===mmmmmmmmmmmmmee- 42 300 8 output rous
streamed to disk
42 400
match n
99 Daffy =--------==--""-"--c- 99 500




IO Algorithms: Cost Analysis &
Intuition

The 10 cost of every algorithm in this module (BigSort,
HashPartition, BNLJ, SMJ, HPJ) is a function of table size,
buffer size, and the read/write cost ratio.



The official CS145 |10 equations

CS 145 Equations — v1.3 (Updated 9/1/25)

Many CS algorithms assume data fits in RAM, and focus on a CPUcost model (e.g., O(nlogn) for Sorting). “Big” data does not fit in RAM.
Our Goal: Model IOCosts for working with data in (slow) SSD/HDDs and RAM (versus fast CPUs)

[1] Basic I0 Cost model for RAM, SSD, HDD
Assume: 1 (disk) Block = 1 (RAM) Page.

-uumi\t.Bs‘l

1. numPages = ”pliyﬂsizﬁ

2. ReadCost per page (C,) = 110.
WriteCost per page (Cy): k I0s

(1 < k < 10 - Based on hardware! Default: k= 1)
. : ecYe (e i pageSize
3. Time per 1O (secs): accessLatency + SeanSpeed

Example

E.g., pageSize = 64 MBs, numMBs = 630 MBs
SSD: accessTime = 10 us, scanSpeed = 5 GBps

oes — [B30MBY _
o numPages = [EREE] = 10
BAMB
SCE. Secs

e (', =110 = 10us +

e Time to read 10 pages = 10 % C,

e Time to read 100 pages on 20 machines = 5,

\

[2] HP and BigSort ‘R’ on column X

For table ‘R’, T(R) = # of rows in R. P(R) = # of
pages in R. Buffer (B) = # of RAM pages.

1. HashPartition(R?): IOCost= (C,+C\,)*=P(R)

2. BigSort(R): Let N = P(R). I0Cost =
(Cy + Cy) = N« (1+ [logn %})
— Special case for BigSort(R) (C),Cyy = 1): =—

e (Small data) N < 2B? 10cost = 2N

o If 2B < N < 2B?? 4N; If 2B? < N < 2837
6N

Example - C,,C,, =1
e P(R) = 1000, B = 100
e HP(R) = 2 % 1000 = 2000 10s

o BigSort(R) = 2x1000+(1+[10g; g0 fons ) = 4000
10s

[3] Basic JOIN(R, S) on column X

Let OUT be the number of output pages for a JOIN
depends on number of matching tuples and row size

of JOIN result).

1.

BNLI(R, S):
Crox (P(R) + P(8) « [Z42]) + €y x OUT
(Pick BNLJ(S, R), if cheaper — see Box|6]))

Example - C,.,Cy, = 1

P(R) = 1000, P(S) = 2000, B = 100
BNLJ(R,S) = 1000 + 2000 = [20]  oUT
BNLJ(S, R) = 2000 + 1000 + [ 2907 4 oU'T

[4] HPJ(R, S) on column X

1.

HPJ(R, S): HP(R) + HP(S) + PJ(R,S) +
C +OUT

CHP(R) = (C,+ )+ P(R) // Ditto for HP(S)
_PJ(R,S) =

o (“Ideal’-case) C, = (P(R) + P(5))
e Skew? Try different hash.
e Many duplicates? Try different algo!

. HPJ(R, R). Le., a self-join

HPJ(R,R) = HP(R) + Cy % P(R) + Cy % OUT

Special case — C., €, = 1

HPJ(R,S) = 3(P(R) + P(8)) + OUT

Example - C,.,Cy, = 1

P(R) = 1000, P(S) = 2000, B = 100
HPJ(R,S) = 3% (1000 + 2000) + OUT
HPJ(R,R) = 3+1000 + OUT

[5] SMJ(R, S) with JOIN on column X
1. SMJ(R,S): BigSort(R) + BigSort(S) + Merge-
Join(R, S) + C\, » OUT
2. MergeJoin(R, S) with JOIN on column X:
(a) (Best-case: No Backup) C,#(P(R)+P(S))
(b) (Worst-case: All Backup) C', = P(R)* P(S)
3. SMJ(R, R). Le., a self-join
(a) (Best-case: No Backup) BigSort(R) +
C.x P(R) + C, «»OUT
(b) (Worst-case: All Backup) BigSort(R) +
Cr+ P(R) * P(R) + Cy, »OUT
4. If R is pre-sorted, BigSort(R) = 0. (Same as S.)

Example — Cp = Oy = 1

P(R) = 1000, P(S) = 2000, B = 100

SMI(R, §) = 4000+4800043000 + OUT 10s

1000

= BigSert(R) = 2 = 1000 * (1 + [legygo gy1py |) = 4000
- BigSort(S) = 2 » 2000 = (1 + [tog) 00 22007) = 8000
~ Mergedoin(R, S) = 3000 10z, no backup

— Mergedoin(R, $) = 1000*2000 IOs, full backup

[6] Indexing: Hash Index and B+ Trees

e n: Number of data rows ; N: Number of data pages
o d: Data row size, k: Key size, p: Pointer size
e M: Page size, h: index height

Data Pages: N = [%r‘
Index Fanout: = %J

Hash Index (Unsorted): P(index)
Hash Index (Sorted): P(indez)

o
—
— 2
=
-

B+ Tree Height (Unsorted): h A lt)gf(nﬂ
B+ Tree Height (Sorted): h = lug‘,‘(Nﬂ
Query I0s: (index IO + data 10) ~h+1

Example Values

AMB, k = 8 bytes, p = & bytes, n = 1012, & = 1024 bytes
542102421024 | 4 194, 304

12

o Bt Trce height (unsorted): [log1gasna (109)] = 2
® B Tree height (sorted): [logq194304(15258790)] = 2




Which join wins depends on the buffer, not the data

Songs3 100 GB X Listens3 1 TB, C_r=C_w = 1, log scale. Verified from the M3 colab.

1
BNLJ 2.6M HPJ cheapest ' BNLJ cheapest
:
1
1M X
1
1
. 1
o) 1
9 1
= 1
_‘(7) 1
s | &mme—e e __ :
iooK T T EE_,_,EE=-———
Q ———————————————————————— SMJ-beSt 54K
HPJ-best 54K (flat) ;
1
: BNLJ 18K
1
10K ' >
B=10 B=100 B=1,000 B=10,000

buffer size B (pages)



